
CIS 192: Python Programming 🐍 

Data Science I: Machine Learning

Arun Kirubarajan  
(kiruba@seas) 
@kirubarajan 
kirubarajan.com

http://kirubarajan.com


Baby elephants throw temper tantrums 
when they’re tired and/or frustrated.

Animal Fact:



1. What is machine learning? 

2. Machine learning models 

3. Machine learning frameworks 

4. Introduction to Sci-Kit Learn

Game Plan



Answer: structured prediction using data.

What is machine learning?



Answer: automatically finding patterns in data.

How?



Source: Francois Chollet



Answer: lots more data, lots more compute.

Why do we care now?



1. Speech recognition 

2. Autonomous Driving 

3. AlphaGo 

4. GPT-2 Language Model

Interesting things have  
happened recently:



1. Supervised (e.g. past exam solutions) 

2. Unsupervised (e.g. past exams no solutions) 

3. Reinforcement (e.g. getting graded as you write 

the exam)

Different types of learning:



Tensor: an n-dimensional matrix 
1. Numbers: can tensorize easily (1D) 

2. Strings: tensorize each word somehow (1D) 

3. Images: tensorize each pixel with RGB value (3D) 

4. Sounds: tensorize amplitude and frequencies (3D) 

Why is natural language a difficult problem to solve?

Data Type Encoding



1. Data collection 

2. Data preprocessing 

3. Model training 

4. Model evaluation 

5. Model deployment

Machine Learning Process



Partition the labeled data set. Remove the 

labels from one partition and compare the 

model’s labels to the true labels. This 

partition is called a development/test split.

Model Evaluation



1. Overfitting: can’t generalize very well 

2. Underfitting: can’t remember very well 

How do we fix this?

Bias-Variance Tradeoff



1. 30 inches, denim - PANTS 
2. 28 inches, khaki - PANTS 
3. 14 inches, linen - SHORTS 
4. 10 inches, spandex - SHORTS 

What about (25 inches, spandex)?

Motivation: Pants or Shorts?



Flip a coin. If heads, label the instance as 

PANTS. Else, label the instance as SHORTS. 

What are some pros and cons?

Model 1: Randomly Guessing



Hypothetical (classifying majors):  
Suppose Arun (the oracle) places CIS majors on the 

left side of the classroom and non-CIS majors on 

the right side of the classroom, as students walk in. 

You see he places a student on the left side of the 

classroom. What do you think this student studies? 

How do we generalize this to any kind of data?

Model 2: k-Nearest Neighbours



Algorithm: 
1. Place labeled instances in vector space 

2. Place new instance in vector space 

3. Find the closest instances to the new one 

4. Assign it to the majority class of the 

nearest neighbours

Model 2: k-Nearest Neighbours



Notes: 
1. Non-parametric (no assumptions) 

2. Instance based (memorize examples) 

3. Lazy learning (classification at the last step)

Model 2: k-Nearest Neighbours



Different problems require different models. 

There is no model that does everything well.

No Free Lunch Theorem



Yeah, but we’re lazy. Let’s just import it.

Could we implement kNN?



- Data preprocessing and shallow models 

- Google Summer of Code Project (2007) 

- Built on top of numpy operations 

- Utilizes Cython for performance

Introducing: Sci-Kit Learn



See you next week! 🐍


